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1 Initiation, Research question and Research approach
Given the important role critical information infrastructures (CII) have in controlling and managing other physical infrastructures they must meet high dependability standards, i.e. availability, reliability and security, regardless of any failure of the supporting hardware. A CII contains many (sub)systems, or computing entities (CE’s), with different functions. The role of a security system in CII is crucial since all other CE’s depend on it. We will call those security CE’s that contribute to providing security services security distribution centers (SDC’s). 
Commonly, to assure availability of a security service, designers employ redundancy techniques (Barbour and Wojcik 1989; Hiltunen, Schlichting et al. 2003). Redundancy means that similar security systems are ready to replace the currently operational system in the event of a breakdown. Since redundancy is usually achieved by dedicated hardware it is in economic terms considered to be an indispensable overhead. The capability of such hardware to resist failures, i.e. survivability, is limited to the fixed number of replicas minus one. From this it should be obvious that, in the case of multiple consecutive attacks, any current defense system with limited redundants can easily be compromised, given a sufficient number of attacks. The central research question was how to enhance the survivability of security systems in an asynchronous environment to provide resistance to continuous random failures?
Based on the works of (Van Strien 1975), (Sol 1982) and (Popper 1959) a tailored design research approach was followed. We pointed out a practical problem, identified a knowledge gap and proposed a new principle to deal with such problems. To validate our new principle we defined a hypothesis that we can test. We applied this principle by designing Medusa as the artifact and tested with Medusa our hypothesis.  
2 Contributing to a body of knowledge 
The falsifiable problem hypothesis is that given limited resources and a sufficient number of subsequent attacks on a security system, it is not possible to maintain constant availability of security services.  The knowledge gap we identified is the absence of a concept to share the trust authority dependably on an asynchronous border crossing network, like the Internet, with other remote computers.

In this research we aim at applying resource sharing instead of using costly dedicated redundants to achieve resilience of security systems in CII. Since complexity decreases the manageability of infrastructures we will explore the defense systems in other complex environments, like the human immune system to illustrate our point. Finally, we will propose a protocol set, based on resource sharing and an immune system, that can make security systems in large infrastructures more resilient to a large number of consecutive attacks. 
3 Exploring a field
Many redundant systems claim useful and costly capacity. Therefore, given a preference of an infinite number of redundants and the restriction of a limited budget, resource-sharing could be considered as a reliable alternative (Kleinrock 1979; Dannenberg and Hibbard 1985). Resource sharing techniques enable multiple servers, with different purposes but with superfluous capacity, to share resources to achieve economies of scale and to increase availability. In fact, due to this collaboration they become each other’s redundants. 
There are many works on dependable security, for example (Barbour and Wojcik 1989; Gong 1993; Reiter 1994; Veríssimo  and Correia 2000; Hiltunen, Schlichting et al. 2003). None of them applies resource sharing for security systems to build a resilient CII, but rely on a limited number of dedicated redundants. Such systems are not capable of resisting a large number of consecutive failures. There is also literature on self-healing networks, for example (Amin 2000; George, Evans et al. 2003). However, their work is not focused on security systems. 

While the work of other authors is not focused on security systems, we embraced self-healing as a solution concept, especially in a system where complexity rules. Whereas complexity is usually considered to effect information security negatively, we see it as a way to deal with the research problem, i.e. to mitigate the threat of consecutive attacks. This constructive view is supported by other groups like the Santa Fe Institute (Langton, Taylor et al. 1992; Dooley, Johnson et al. 1995; Dooley 1997; Fromm 2004). A complex adaptive system (CAS) contains a large set of objects that interact with each other and with an external environment to produce overall patterns that are significantly more complex than the behaviors of the individual objects of the system. The objects of such a system are usually called agents. Complex adaptive systems are called adaptive because the agents respond and adapt to events around them. The richness and volume of these interactions allow a complex system as a whole to undergo spontaneous self-organization and achieve order from chaos. Self-organization is the emergence of a patterned outcome that no individual has planned. The agents of a complex adaptive system may follow simple rules and yet produce complex patterns. 

Now that we know that in nature there are complex adaptive systems, the challenge is to find such a system that has self- healing capabilities. The human immune response system is apparently such a complex system that is specific, adaptive and has a memory for protecting and healing the body (Parham 2000; Roitt and Delves 2001). It makes a distinction between an innate and adaptive system. This gives us some good ideas ideas about realizing the aimed defense system as a CAS. The immune response system depicts most of all a sophisticated way of self-organization by collaborating individual cells. The requirements for achieving this self-organization principle can be derived from the way different cells work in the immune system. 
4 Creating a generic understanding: Escaping security 
Inspired by the human immune response system as a complex adaptive system we define the concept of an “escaping security system”. Assume a large space in which dozens of entities want to collaborate with each other, i.e. universities, naval, etc, but are unknown to each other and thus by default initially untrusted. Assume therefore that there are also two SDC’s in that space that issue keys. Each SDC takes care of the distribution of keys within its own group. If a CE wants to communicate with another CE, the SDC mediates trust by distributing session keys. In fig 1.a CE (x,y) = (2,3) can start therefore communication with CE (3,2) or with an CE from another group like (3,3). In the latter case both SDC’s must have a trust relationship. In figure 1.b a situation is depicted in which trust centre (2,2) has formed a new group after a member (2,3) has left and new members have joined (Barbour and Wojcik 1989). However when a trust centre like (4,3) collapses then all the group members become useless orphans, at least for a certain crucial moment. Any requests for interaction will be rejected, since there is no SDC to verify their identity and to check permissions, see in figure 1.c.


a. One client collapses         b. SDC1 reconfigures    c. SDC2 collapses

Figure 1 Conventional security systems (SDC)
In figure 2.a and 2.b the desired situation is depicted, in which the trusted SDC continues its services on another node. In 2.b the trust authority at (4,3) has escaped to its neighbour (3,3) and recovers there. In doing so, this mechanism takes care of the reliability and availability of the security service, since despite the collapse of SDC1, the clients can still be served. Note that with this approach the trust authority remains centralized during the security session, but on attack it flees and benefits from a decentralized approach. It is obvious that the larger the network is, and thus the more collaborating CE’s there are, this approach can provide high availability of security services by continuously hopping away. If the time required to repair and/or recover the first attacked system is shorter than the time needed by the intruder to attack all the systems, perpetual availability can be achieved. 

In this desired situation the grid as a system reacts as a whole to any disturbance of the group, like the cells of an immune system in an organism (see next section).The individual SDC’s should be able to distinguish particular (failure) information from other nodes and to distinguish their (re)action. The SDC’s are capable of autonomously perceiving local malfunctionality and of deciding to migrate to another host. 

a. SDC2 collapses

b. Escaped SDC 2
Figure 2 Escaping security systems after attack 

Comparing this concept with traditional information systems supporting fault or failure tolerance, this approach avoids any trade off between availability and costs. No investment is needed for extra equipment to realize availability, since the approach makes use of other existing resources in the CII, assuming that those resources are sufficient.

5 Developing a contribution: Medusa protocol
In the previous sections we have discussed a set of principles and requirements for making security systems resilient, based on resource sharing and an analogy with the immune system. In this section we apply these principles and propose a protocol set, called Medusa, that provides an adaptive distributed defense system (ADDS). Medusa enables perpetual availability of security systems allowing them to resist an infinite number of consecutive failures or attacks.  

As with human immune system, Medusa distinguishes rare and common security breaches and deal with them in different ways. As is shown figure 3 three main security processes characterize the SDC life cycle. The most inner cycle depicts security session management (SSM), i.e. the process that takes care of the security services that the SDC issues for subscribing clients. The continuous SSM process might be the execution of any authentication protocol, like KryptoKnight (Molva, Tsudik et al. 1992) and Kerberos (Neuman and Ts'o 1994), but other security services are also possible. The middle and outer cycle protect the SDC itself from any failure. Their efforts are mainly aimed at guaranteeing the availability of the SSM. The middle cycle, called the innate response system, takes care of known and simple failures. When more complex and unknown failures emerge the middle cycle calls the most outer cycle, i.e. the adaptive response system. This system runs then the survivable security management process (SMP) that is based on the execution of three subprotocols: Preparation, narcosis and resurrection. The bootstrapping sidetrack takes care of initialising the SMP, which converts the constellation of unrelated and untrusted CE’s at the starting point into an ordered and semi-trusted one. 


Figure 3 SDC life cycle according to Medusa protocol
6 Instantiation: simulating and testing Medusa
Preliminary tests have been conducted using a discrete event simulator NS+ with C++/TCL on Linux to see if the claim for increasing survivability with increasing scale of participating SDC’s holds true. The tests were performed up to 100 computer nodes in a WAN topology. This model was exposed to multiple distributed denial of service attacks (DDOS) to cause system failures. The particular type of DDOS attack used for this  scenario was the buffer overflow DDOS (Chang 2002). In this attack, one or more malicious entities take advantage of faults in programming code that is run on the receiving side. This can result in program failures and thereby disabling the service the program provided. In the simulation model we assume that the SDC is a key distribution centre that has a buffer for session key requests. This buffer will be exploited in this scenario. The SDC leader will collapse when a certain threshold of buffered requests is reached. Normally, the SDC leader will process requests faster than it receives but for this scenario, clients are instructed to send requests at a much faster rate so that the leader inevitably will collapse. To test survivability multiple consecutive DDOS attacks were planned. When a SDC successor is ready to take over to become the new SDC of the computer cluster (client group), it will refresh the previous secrets with the client group and inform them that it has assumed the role of the previous SDC, now dead, leader. The clients will subsequently target the SDC successor with their security service requests until the SDC collapses and another new SDC leader emerges. 
Because this test was initially executed with 6 SDC’s participating in pools, Medusa was able to resurrect the security management process three times. The reason for that is that a majority of SDC’s must remain honest to clear the embedded voting algorithms. We have conducted this test with larger numbers. It appears that when we increase the number of participating SDC’s also the number of attacks it can resist increases.

The bootstrapping was also tested. Different scenarios were simulated to test the integrity, survivability and trustworthiness of CE’s in the achieved oligopoly structure. In the tests several variables were changed: trustworthiness of the initial CE’s, networks size and network topology. 

Medusa was able to handle different network topologies when its internal timers were adapted to take an increase in distance between nodes into account. Medusa proved also very capable of handling reduced connectivity. Incomplete information posed more of a challenge but again the bootstrapping protocol showed the ability to deal with this constraint to some extent. As for the network size, the bootstrapping phase is a very scalable process. As long as some minimal number of agents is present, not only will the bootstrapping process provide the necessary structure, the quality of the structure will increase with the number of agents. Trust is Medusa’s “Achilles heel”. When an agent manages to alter its trust certificate the impostor can gather a significant number of trusted clients. But because of agents’ individual preference, the impostor is not guaranteed a leadership role and never did the untrusted agent gather a majority of the clients. 

A complexity analysis was also performed. The code is most complex for the leaders (SDC’s) in the bootstrapping phase for evaluating the trustworthiness of n CE’s, giving O(n2), and in the preparation phase, for creating the token pieces for al the pool members. The network load is also most in the bootstrapping phase, since many CE’s have to assess each other and many messages have to be sent to each other, giving O(n2). 

7 Evaluation 

Medusa is a complex computer network protocol that ensures dependability of security systems, like firewalls. The protocol is generic and as such applicable on any security system that might be targeted by hackers. Also other causes and threats that might lead to a (temporary) malfunctioning of the security system in the network can be intercepted by Medusa. A (local) network disconnection could for example lead to the separation of the security system from other computer systems or a hardware failure of the security server. Anyhow, in all cases a failure of the security system would leave the critical (business) computer systems unprotected without Medusa. In certain public infrastructures, which are nowadays mainly controlled by computer systems, this would be disastrous. 

An important requirement for applying Medusa is that computer systems should trust each other. As such, in this research a method to facilitate the autonomous settlement of a pact between initially unknown computer systems was proposed. The stability of the cooperation in this pact depends on the algorithms to assess each other’s trustworthiness. Since trust is a concept that requires a social, organizational and technological approach in this research we explored the notation of trust end to end including organizations and humans in this trust chain (Daskapan 2003). 

Medusa is able to provide such an effective defense mechanism, since it is based on an in the security doctrine unconventional principle, i.e. Complex Adaptive Systems. Medusa is based on principles from the human immune system. In an explorative research we discovered that biological immune systems provide many other ideas to refine the Medusa concept for future researchers and developers.  

In this research Medusa functions as a mean to prove that a design based on Complex Adaptive Systems (CAS) approach is more effective than a traditional monolithic design principle. In this traditional approach the scope is one security system that is fortified more and more; as such it manifests a single point of failure. With a CAS design principle security is considered as a collaborative output of many computer systems and as such a single point of failure is avoided. 

This research makes thus clear that in order to protect our critical infrastructures designing security systems according to the CAS approach is a better considerable alternative. However, the role of governments appeared to be more important than the technology it self when it comes to the deployment of Medusa. Governments should use effective policy instruments to stimulate infrastructure owners and designers to follow the CAS approach. After all, Medusa works effectively only when many participants, and thus many computer systems, join the Medusa defense network. 

8 Epilogue 

This research was funded by the Next Generation Infrastructures Foundation and done when the discussion around information security of critical infrastructures had just started. During and after this research society had to cope with different cyber-attacks on our infrastructures that, at that time, were new to many of us. We realized more than before how dependent we are on Internet connected systems and thus how vulnerable we are as a society. This was at a time that scientists and other pioneers at the forefront of information security started realizing the downside of the Internet and the magnitude of the threats it spawns. This “Oppenheimer’ moment has inspired many of us to advocate security as early as possible in the design of any Internet connected system. Governments have been spending more since then on cybersecurity and cyberwarfare capabilities to ensure the robustness and resilience of our critical infrastructures. Many new cybersecurity frameworks have spurted since then to help the industrial sector. Despite these efforts, nowadays, cyber security breaches of critical infrastructures still make the headlines, being it airports, bank infrastructures (SWIFT), electricity providers or other Internet connected infrastructure systems. While fighting this, for now, relatively “old war” the number of entry points, i.e attack points, is increasing exponentially due to the connection of any device to the Internet, the so called Internet of Things. More than before we face the challenge to fight an invisible enemy and have the opportunity to win by embracing complex adaptive systems approach as the new design paradigm for security systems and build self-healing cooperating security systems.   
References

1. Amin, S. M. (2000). "Toward Self-Healing Infrastructure Systems." IEEE Computer Magazine 33(8): 44-53.

2. Artsy, Y. and R. Finkel (1989). "Designing a Process Migration Facility: The Charlotte Experience." IEEE Computer 22(9): 47-56.

3. Barbour, A. E. and A. S. Wojcik (1989). "A General Constructive Approach to Fault-Tolerant Design Using Redundancy." IEEE Transactions on Computers 38(1): 15-29.

4. Chang, R. K. C. (2002). "Defending against Flooding-Based Distributed Denial-of-Service Attacks: A Tutorial." IEEE communications magazine 40(2): 42-51.

5. Cobb, A. (1997). Australia's vulnerability to information attacks. Australia, Australian Strategic and Defence Studies Centre.

6. Dannenberg, R. and P. Hibbard (1985). "A Butler Process for Resource Sharing on Spice Machines." Transactions on Office Information Systems 3(3): 234-252.

7. Daskapan, S., W. G. Vree, et al. (2003). Trust metrics for survivable security systems. IEEE International Conference on Systems, Man & Cybernetics, Washington.

8. Dooley, K. (1997). "A Complex Adaptive Systems Model of Organization Change." Nonlinear Dynamics, Psychology and Life Science 1(1): 69-97.

9. Dooley, K., T. Johnson, et al. (1995). "TQM , Chaos and Complexity." Human Systems Management 14(4): 1-16.

10. Fromm, J. (2004). The Emergence of Complexity, kassel university press.

11. George, S., D. Evans, et al. (2003). Biological Programming Model for Self-Healing. ACM Workshop on Survivable and Self-Regenerative Systems.

12. Gong , L. (1993). "Increasing Availability and Security of an Authentication Service." IEEE Journal on Selected Areas in Communications 11(5): 657-662.

13. Hiltunen, M. A., R. D. Schlichting, et al. (2003). "Building Survivable Services Using Redundancy and Adaptation." IEEE Transactions on Computers 52(2): 181-194.

14. Kleinrock, L. (1979). "On Resource Sharing in a Distributed Communication Environment." IEEE Communications Magazine 17(1): 27-34.

15. Langton, C. G., C. Taylor, et al., Eds. (1992). Santa Fe Institute Studies in the Sciences of Complexity. Artificial life 2, Addison-Wesely.

16. Molva, R., G. Tsudik, et al. (1992). KryptoKnight authentication and key distribution system. ESORICS 92, Toulouse.

17. Neuman, B. C. and T. Y. Ts'o (1994). "Kerberos: An Authentication Service for Computer Networks." IEEE Communications 32(9): 33-38.

18. Parham, P. (2000). The Immune System, Garland Publishing.

19. Popper, Karl (1959). The Logic of Scientific Discovery. New York, NY: Basic Books
20. Reiter, M. (1994). Secure Agreement Protocols: Reliable and Atomic Group Multicast in Rampart. 2nd ACM Conference on Computer and Communications Security.

21. Roitt, I. M. and P. J. Delves (2001). Essential Immunology, Blackwell Science Inc.
22. Sol, H. G. (1982). Simulation in information system development. Doctoral dissertation. Groningen, University of Groningen.
23. Van Strien, P. (1975). "Naar en methodologie van het praktijkdenken in de sociale wetenschappen." Nederlands tijdschrift voor de psychologie: 30.
24. Veríssimo , N. F. N. and M. Correia (2000). The middleware architecture of MAFTIA: A Blueprint. IEEE Third Information Survivability Workshop, Boston.




1      2	3    4      5     x





1








3








5


y





?





?





?





?





SDC1





SDC2





Clients





1      2	 3        4	   5   x





1








3











5


y





SDC2





SDC1





SDC2





SDC1





1. Bootstrapping

















     





3. Narcosis





   SSM











Adaptive


SMP 





   Innate









